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Introduction
•Patter recognition problems often exhibit high complexity

•Monolithic approach: Use large number of features and a complex model

•An alternative:

ÐDecompose complex problem into simpler sub-problems
ÐSolve each sub-problem using simple features and model
ÐConnect sub-problem classiÞers in a classiÞer hierarchy

• Industrial pattern recognition requires performance optimization (ROC)

•Problem: How to perform ROC optimization of hierarchical classiÞers?
• In this paper, we propose an al-

gorithm for cost-sensitive optimiza-
tion of apriori-deÞned hierarchical
classiÞers

•Features

ÐAllows to optimize combination of de-
tectors and discriminants

ÐSupports two- or multi-class ROC in
node classiÞers

ÐScalable to general classiÞer hierarchies
and large problems
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ROC for hierarchical classiÞers
•Assumption: Hierarchical classiÞer isdecoupled. This means that train-

ing/test sets of each node are known apriori.

•System operating point ! sys is a tuple of node operating points.

•System loss function:

L(! sys) =
C!

i=1

P(" i )
C!

j =1,i "= j

CMi,j Mi,j −
C!

k=1

P(" k)CMk,kMk,k, (1)

with CM is normalized confusion matrix at the system operating point! sys,
M the cost matrix andP(" ) the prior probability of class" .

•The proposed algorithm does not explicitly construct the entire system ROC.
Instead it identiÞes system operating point! sys minimizing the system loss.

•Step 1: Estimate node ROCs

ÐFor each node classiÞer (in arbitrary order), estimate ROC characteristic

•Step 2: Optimize system operating point

ÐInputs : Trained hierarchical classiÞer with per-node estimated ROCs, la-
beled data set, cost matrix M

ÐFind initial system operating point! init by minimizing the loss for a set of
K randomly selected system operating points.

ÐCycle through nodes.
Ð Compute the set of system loss valuesL for all operating points at the

noden while Þxing the operating points at remaining nodes.
Ð Update! sys minimizingL.
ÐRepeat until! sys does not change.
ÐOutputs: System operating point! sysand its lossL.

Example
•ArtiÞcial fruit sorting problem (apple, banana, lemonclasses +outliers)

•Test set contains extra outliers not present in training set

•Hierarchical classiÞer contains separate nodes for

Ðfruit detection (Parzen detector trained on fruit)

Ðround fruit/banana discrimination (quadratic discr.)

Ðapple/lemon classiÞcation (linear discriminant)
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Training set

Test set

•Using a design set with 200 samples per class

•Validating two design strategies

ÐEstimate ROC on 50% of design set

ÐReuse design set for model training and ROC

•Solutions

A B C

•A Hierarchical system was optimized
on a design set witha unit cost spec-
iÞcation. Confusion matrix is esti-
mated on on an independent test set.
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(b) Test set

Figure 2. Training and test sets in the Fruit problem.

The hierarchy is trained using a random subset with 200
samples per class drawn from the training distribution. To
avoid bias, the node models and ROCs are estimated on
different 50% of the training data. The system operating
point is then optimized using the proposed greedy scheme
employing the complete training set. The node ROCs of
the trained hierarchical classiÞer contain 400, 238, and 166
operating points, respectively. In all experiments, the search
algorithm was initialized usingK = 2000 randomly selected
points.

We Þrst optimize the system using the cost matrix with
equal costs. The decisions at the resulting system operating
point are shown in Figure 3(a). The system confusion matrix
on the test set is:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.793 0.046 0.118 0.043 | 1.00
banana | 0.155 0.593 0.201 0.051 | 1.00
lemon | 0.107 0.038 0.715 0.140 | 1.00
outlier | 0.087 0.037 0.045 0.832 | 1.00

To illustrate the cost-sensitive system optimization, we
deÞne the second cost matrix increasing the costs for fruit
rejection and for thebanana/lemonentry:

1 1 1 5
1 1 5 5
1 1 1 5
1 1 1 1

Invoking the cost optimization algorithm with the updated
speciÞcation, we obtain the new system operating point
resulting in the following confusion matrix:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.879 0.083 0.022 0.016 | 1.00
banana | 0.197 0.737 0.052 0.014 | 1.00
lemon | 0.260 0.073 0.606 0.061 | 1.00
outlier | 0.187 0.050 0.040 0.723 | 1.00

Figure 3(b) shows the corresponding decisions. We may
see that the detector decision boundary expanded and both
discriminant boundaries shifted. Note that thebanana/lemon
error is not intrinsically handled by any of the three node
classiÞers. This illustrates how the hierarchical classiÞer
ROC allows us to work at the system level.

Finally, Figure 3(c) shows the decisions of the monolithic
discriminant trained on all available classes including the
known outliers. Naturally, it accepts unexpected outliers in
the test set into one of the fruit classes.

B. Learning curves

In the second experiment, we investigate classiÞer be-
haviour. We attempt to answer two questions. Firstly, is it
beneÞcial to train the node models and estimate the node
ROCs on different subsets of training data? In addition
to the algorithm performing 50/50 split of node training
data, we also include the algorithm re-using the entire node
training set for both model training and ROC estimation.
Secondly, we compare the hierarchical system to two types
of monolithic classiÞers. The Þrst one trains QDC on four
classes including outliers. The second one is training QDC
only on the threefruit classes and adds a reject option with
the threshold set to reject 1% of fruit samples. This effec-
tively approximates optimal (Bayes) solution for our test set.
The ROC analysis and the cost-sensitive optimization of all
algorithms was performed in Matlab 7.5 using PRSD Studio
package1.

Figure 4 shows the learning curves with mean loss and
standard deviation of mean loss computed over 30 exper-
iments. We observe that the four-class QDC provides the
worst solution. This was expected as it cannot cope with the
additional outliers in the test set. Although the hierarchical
classiÞers do not train a model on the outlier class, they
provide better protection for the fruit distribution due to the

1http://prsdstudio.com

•B Optimizing the hierarchical classiÞer on a design set with cost speciÞcation
reducing the false rejections of fruit and lowering banana/lemon errors.
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(b) Test set

Figure 2. Training and test sets in the Fruit problem.

The hierarchy is trained using a random subset with 200
samples per class drawn from the training distribution. To
avoid bias, the node models and ROCs are estimated on
different 50% of the training data. The system operating
point is then optimized using the proposed greedy scheme
employing the complete training set. The node ROCs of
the trained hierarchical classiÞer contain 400, 238, and 166
operating points, respectively. In all experiments, the search
algorithm was initialized usingK = 2000 randomly selected
points.

We Þrst optimize the system using the cost matrix with
equal costs. The decisions at the resulting system operating
point are shown in Figure 3(a). The system confusion matrix
on the test set is:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.793 0.046 0.118 0.043 | 1.00
banana | 0.155 0.593 0.201 0.051 | 1.00
lemon | 0.107 0.038 0.715 0.140 | 1.00
outlier | 0.087 0.037 0.045 0.832 | 1.00

To illustrate the cost-sensitive system optimization, we
deÞne the second cost matrix increasing the costs for fruit
rejection and for thebanana/lemon entry:

1 1 1 5
1 1 5 5
1 1 1 5
1 1 1 1

Invoking the cost optimization algorithm with the updated
speciÞcation, we obtain the new system operating point
resulting in the following confusion matrix:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.879 0.083 0.022 0.016 | 1.00
banana | 0.197 0.737 0.052 0.014 | 1.00
lemon | 0.260 0.073 0.606 0.061 | 1.00
outlier | 0.187 0.050 0.040 0.723 | 1.00

Figure 3(b) shows the corresponding decisions. We may
see that the detector decision boundary expanded and both
discriminant boundaries shifted. Note that thebanana/lemon
error is not intrinsically handled by any of the three node
classiÞers. This illustrates how the hierarchical classiÞer
ROC allows us to work at the system level.

Finally, Figure 3(c) shows the decisions of the monolithic
discriminant trained on all available classes including the
known outliers. Naturally, it accepts unexpected outliers in
the test set into one of the fruit classes.

B. Learning curves

In the second experiment, we investigate classiÞer be-
haviour. We attempt to answer two questions. Firstly, is it
beneÞcial to train the node models and estimate the node
ROCs on different subsets of training data? In addition
to the algorithm performing 50/50 split of node training
data, we also include the algorithm re-using the entire node
training set for both model training and ROC estimation.
Secondly, we compare the hierarchical system to two types
of monolithic classiÞers. The Þrst one trains QDC on four
classes including outliers. The second one is training QDC
only on the threefruit classes and adds a reject option with
the threshold set to reject 1% of fruit samples. This effec-
tively approximates optimal (Bayes) solution for our test set.
The ROC analysis and the cost-sensitive optimization of all
algorithms was performed in Matlab 7.5 using PRSD Studio
package1.

Figure 4 shows the learning curves with mean loss and
standard deviation of mean loss computed over 30 exper-
iments. We observe that the four-class QDC provides the
worst solution. This was expected as it cannot cope with the
additional outliers in the test set. Although the hierarchical
classiÞers do not train a model on the outlier class, they
provide better protection for the fruit distribution due to the
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Figure 2. Training and test sets in the Fruit problem.

The hierarchy is trained using a random subset with 200
samples per class drawn from the training distribution. To
avoid bias, the node models and ROCs are estimated on
different 50% of the training data. The system operating
point is then optimized using the proposed greedy scheme
employing the complete training set. The node ROCs of
the trained hierarchical classiÞer contain 400, 238, and 166
operating points, respectively. In all experiments, the search
algorithm was initialized usingK = 2000 randomly selected
points.

We Þrst optimize the system using the cost matrix with
equal costs. The decisions at the resulting system operating
point are shown in Figure 3(a). The system confusion matrix
on the test set is:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.793 0.046 0.118 0.043 | 1.00
banana | 0.155 0.593 0.201 0.051 | 1.00
lemon | 0.107 0.038 0.715 0.140 | 1.00
outlier | 0.087 0.037 0.045 0.832 | 1.00

To illustrate the cost-sensitive system optimization, we
deÞne the second cost matrix increasing the costs for fruit
rejection and for thebanana/lemonentry:

1 1 1 5
1 1 5 5
1 1 1 5
1 1 1 1

Invoking the cost optimization algorithm with the updated
speciÞcation, we obtain the new system operating point
resulting in the following confusion matrix:

True | Decisions
Labels | apple banana lemon outlier | Totals
----------------------------------------------
apple | 0.879 0.083 0.022 0.016 | 1.00
banana | 0.197 0.737 0.052 0.014 | 1.00
lemon | 0.260 0.073 0.606 0.061 | 1.00
outlier | 0.187 0.050 0.040 0.723 | 1.00

Figure 3(b) shows the corresponding decisions. We may
see that the detector decision boundary expanded and both
discriminant boundaries shifted. Note that thebanana/lemon
error is not intrinsically handled by any of the three node
classiÞers. This illustrates how the hierarchical classiÞer
ROC allows us to work at the system level.

Finally, Figure 3(c) shows the decisions of the monolithic
discriminant trained on all available classes including the
known outliers. Naturally, it accepts unexpected outliers in
the test set into one of the fruit classes.

B. Learning curves

In the second experiment, we investigate classiÞer be-
haviour. We attempt to answer two questions. Firstly, is it
beneÞcial to train the node models and estimate the node
ROCs on different subsets of training data? In addition
to the algorithm performing 50/50 split of node training
data, we also include the algorithm re-using the entire node
training set for both model training and ROC estimation.
Secondly, we compare the hierarchical system to two types
of monolithic classiÞers. The Þrst one trains QDC on four
classes including outliers. The second one is training QDC
only on the threefruit classes and adds a reject option with
the threshold set to reject 1% of fruit samples. This effec-
tively approximates optimal (Bayes) solution for our test set.
The ROC analysis and the cost-sensitive optimization of all
algorithms was performed in Matlab 7.5 using PRSD Studio
package1.

Figure 4 shows the learning curves with mean loss and
standard deviation of mean loss computed over 30 exper-
iments. We observe that the four-class QDC provides the
worst solution. This was expected as it cannot cope with the
additional outliers in the test set. Although the hierarchical
classiÞers do not train a model on the outlier class, they
provide better protection for the fruit distribution due to the
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•C Monolithic classiÞer trained on all four classes including known outliers,
optimized using the same cost speciÞcation as inB.

•Learning curves
ÐStudying behaviour of cost-senstive op-

timization varying design set size

Ð30-fold cross-validation

ÐIncluding monolithic classiÞer with re-
ject option (optimal ÒBayesianÓ model)

ÐEstimating unbiased ROC using 50/50
split of design set is slightly better
strategy than reuse. 10 20 30 40 50 60 70 80 90 100
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Conclusions
•The proposed algorithm allows a designer to optimize classiÞer hierarchies

with system-wide tools.Example: Minimize the banana/lemon error of the
entire system even if the two classes are not handled by any node classiÞer

•Speed: Optimization of a fruit problem on a design data set with 3000
samples takes under 5 minutes on 2.8 GHz laptop


